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ABSTRACT
This paper presents a novel instruction encoding generation tech-
nique for use in architecture exploration for application specific pro-
cessors. The underlying exploration methodology is based on suc-
cessive processor model refinement combined with simulation and
profiling. Previous approaches require the tedious manual specifica-
tion of binary instruction opcodes even at very early design stages
due to the need to generate profiling tools. The proposed auto-
matic technique eliminates this bottleneck in ASIP design. It is well
adapted to the hierarchical processor modeling style of contempo-
rary architecture description languages. Experimental evaluation for
several real-life processor architectures confirms the practical appli-
cability of the presented encoding techniques. Moreover, the results
indicate that very compact instruction encoding schemes are gener-
ated that compete very well with hand-optimized encodings.

Categories and Subject Descriptors
D.3.2 [Programming Languages]: Design Languages—LISA; C.0
[General]: Modeling of Computer Architecture

General Terms
Design, Languages

Keywords
Instruction Encoding, Instruction Set Architectures

1. INTRODUCTION
Most of today’s SoC designs involve one or more embedded pro-

cessor cores that execute the software components of a system. While
a large number of mixed hardware/ software SoC designs are still
based on standard off-the-shelf RISC or DSP cores, there is a clear
trend towards specialization of processors towards the intended ap-
plications, so as to achieve an optimum balance between computa-
tional efficiency, reuse opportunities, cost, and flexibility [2]. Hence,
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the design of application-specific instruction-set processors (ASIPs)
has received high attention in academia and industry.

The ASIP design flow differs significantly from that of general-
purpose processors or standard cores. Driven by a set of target ap-
plications, frequently specified in C/C++, ASIP design generally
starts with an iterative architecture exploration process that involves
stepwise refinement of architecture and timing abstraction levels as
well as extensive simulation/profiling. Modeling abstraction levels
range from untimed high-level language ISA models down to cycle-
accurate RTL HDL synthesis models.

As opposed to a classical purely HDL based design flow, such
a refinement and profiling based methodology is certainly favor-
able, as it allows the designer to abstract from unnecessary details
in early stages and to concentrate on the most relevant design de-
cisions instead. This results in shorter design times. Consequently,
the methodology already has found a high degree of acceptance. A
popular example is Tensilica’s customizable Xtensa processor [4]
design flow. While the Xtensa approach relies on a partially prede-
fined RISC core, in this paper we focus on ASIP designs with much
larger degrees of freedom in ISA and micro-architecture design.

The underlying processor design framework is based on a hier-
archical processor modelling language. With this language the de-
signer can create a model of the target architecture on various ab-
straction levels. To evaluate the performance and the functionality of
the processor, the designer can automatically generate a complete set
of software development tools and an instruction-set simulator at any
time in the design flow. The provided hardware and software profil-
ing capabilities are mandatory to tailor the architecture step-by-step
to the application’s needs. Handwriting these tools after each archi-
tecture refinement would not allow an iterative exploration process
since the manual creation is a lengthy and error-prone process.

However, one still open problem with the above refinement and
profiling based methodology is that the designer is still forced to
provide some detailed architecture information already at the high-
est abstraction level. In particular, the tedious specification of the
binary instruction encoding at early stages of architecture design is
only necessary because tools required for profiling (e.g. assembler
and ISA simulator) cannot be built without it. However, the detailed
instruction opcodes are largely irrelevant before the RTL modeling
stage has been reached.

In order to overcome this problem, the contribution of this paper
is a novel instruction encoding synthesis technique that automati-
cally generates binary opcodes at early ASIP design stages. The
instruction encodings generated this way do not necessarily need to
accurately reflect the final encoding. They mainly serve the pur-
pose of enabling the designer to quickly generate software devel-
opment tools for architecture exploration and profiling in early de-
sign phases. Naturally, it has to be ensured that the generated en-
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coding (in particular w.r.t. instruction-word length) does not deviate
much from the final optimized coding, since the designer might be
interested in accurate code size estimations already during architec-
ture exploration. The proposed technique has been integrated into
an industrial embedded processor design platform to demonstrate its
practical use. We provide experimental evidence that the proposed
technique meets the above mentioned requirements. The remainder
of this paper is structured as follows. Section 2 introduces previous
work, focusing on ASIP design methodologies and instruction en-
coding techniques. Fundamentals of instruction encoding and a ba-
sic opcode synthesis algorithm are presented in section 3 and 4. The
underlying processor modeling technique for automated instruction
encoding is described in 5. The principle and the workflow of the
automatic instruction-set encoding synthesis are presented in section
6 and 7. Section 8 gives experimental results of encoding synthesis
for a number of real-life embedded processors. Finally, section 9
concludes.

2. RELATED WORK
In the EDA industry and academia hierarchical processor descrip-

tions are widely used for the purpose of design automation [1] [15]
[8] [5] [16] [11] [6]. Since most of these approaches emphasize the
generation of software tools or synthesizeable HDL code, just few of
them address the complete ASIP design flow. As a conseqence, none
of them have yet presented a technique for the automatic generation
of binary instruction encodings.

A technique for the automatic design of complete instruction-sets
for ASIPs has been published in [3]. Unlike in our approach the
instruction-set cannot be specified by the processor designer but is
automatically generated from an preceding application analysis phase.
There, an application is translated into preliminary assembly code.
Subsequently a multitude of frequent instruction combinations called
complex instruction patterns are generated. An ILP based and a
heuristic algorithm select the best suited set of complex instructions
based on efficiency and cost parameters. Efficiency increase is de-
rived from the number of saved cycles, and the cost is defined by the
required bit-width for the complex instructions.

The automatic synthesis of VLIW processors with focus on the
generation of non-trivial instruction formats is presented in [10]. The
goal of the PICO project is to fully automate the design of a class of
VLIW ASIPs, starting from application level. Furthermore, funda-
mental information of compact instruction encoding through vari-
able length opcode is given. Additionally a compression technique
based on Huffman encoding to minimize the average instruction-
word length is investigated.

Work on instruction encoding techniques with special regard to a
minimum instruction-word length using a look-up table based im-
mediate encoding approach is presented in [12]. However, this tech-
nique requires a complex decoder logic and furthermore restricts the
maximum number of immediate values that are simultaneously al-
lowed in an application.

A dictionary based instruction encoding compression technique is
presented in [14]. Here illegal op-codes of the PowerPC architecture
are mapped to frequently used instruction sequences. However the
resulting decoder logic is of significantly increased complexity and
consequentially this approach is limited to processors with a strictly
limited memory and relaxed constraints on clock frequency.

Power optimized instruction-sets for ASIPs through minimization
of bit-toggling in an application using statistical profiling techniques
are investigated in [13].

Summarizing the related work, all existing approaches come along
with major drawbacks limiting their applicability by restricting ei-
ther the architecture design, resulting in enormous decoder complex-
ity or even putting unacceptable requirements on the software. The

technique presented in this paper does not restrict the architecture
classes nor the software. Moreover, it generates instruction-set en-
codings of a quality which is suitable for a final implementation.

3. VARIABLE LENGTH OPCODES
Any binary instruction format consists of an opcode field as well

as operand fields. The latter are used to store e.g. immediate con-
stants, addresses, and register indices. A simple way of instruc-
tion coding is to use a fixed-length opcode field for all instructions,
while leaving the remaining bits for operand fields. An example is
the well-known DLX architecture [7], which shows 6-bit opcodes.
Using fixed-length opcodes, an optimal utilization of the available
instruction-word length W is only possible, if the number of differ-
ent opcodes is equal to 2n, for some integer n, and the sum of the
operand field lengths in each instruction constantly equals W − 2n.
Otherwise, a certain amount of available opcodes might remain un-
used.
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Figure 1: Fixed and variable length opcodes

An example is given in fig. 1 (left). Since there are 10 instructions,
we need �log2 10� = 4 bits for unique encoding. Hence, some op-
codes will not be used, leading to don’t care bits in the opcode field.
Likewise, there will be some don’t care bits in the operand fields
as well, since different instructions generally have different operand
length requirements. For instance, a register-to-register MOV in-
struction will have only two instead of three operands, and a NOP
needs no operands at all.

A more compact encoding is achieved by using variable-length
opcodes, as e.g. used in contemporary standard RISC cores. Instruc-
tions with long operand fields are assigned short opcodes and vice
versa. In the example in fig. 1 (right), there are four instructions with
a 3-bit opcode, while the remaining ones are encoded with 4 bits as
before. In total, this reduces the required word length by one bit.
Obviously, variable-length opcode encoding should be preferred.

Based on this, we can state the basic instruction encoding synthe-
sis problem as follows: For a given instruction-set S = {I1, . . . , In},
where each Ij has a total operand field length Fj , assign a unique
opcode Oj to each Ij , such that maxj=1...n(|Oj |+|Fj |) is minimal.

An efficient algorithm for solving this problem will be described
in section 4. However, the main focus of this paper is instruction cod-
ing synthesis for ASIPs modelled in some concise processor mod-
elling language. As will be discussed in section 5, such languages
tend to be hierarchical, which results in specific problems not present
in traditional research on instruction encoding that usually assumes a
”flat” ISA model. Still, the above basic instruction coding synthesis
has to be used as a subroutine.

4. OPCODE SYNTHESIS
In this section we present a subroutine for solving the basic in-

struction coding problem defined in section 3. The algorithm takes
as input a table that, for each distinct total operand field length w

263



occurring in the instruction-set, stores the number n of instructions
having the same particular value of w. The table columns are ordered
in descending order of w. An example is given below.

package i N=4 3 2 1 0
operand length w 13 12 11 7 0
# instructions n 4 6 3 15 4
# dist. instr. p 4 2 1 1 0

The table describes an instruction-set with a total of n[0] = 4 in-
structions without operands, n[1] = 15 instructions with a w[1] = 7
bit operand, n[2] = 3 instructions with a w[2] = 11 bit operand etc.
We call an instruction subset having the same w value a package.
Altogether N = 4 + 1 instruction packages with a different operand
length exist in the example. The goal of the algorithm is to place the
opcode for encoding instruction package i into the operand field of
package i + 1. Regarding the example this means that the opcode
of the first package should be placed in the 7 bit operand region of
the second package as illustrated in figure 2. Consequently, no addi-
tional bits are required to encode the instructions of the first package.
Just p[1] = 1 further “distinction“ opcode is necessary in the second
package to distinguish its instructions from the first package. As a
result the second package consists of p[2]+n[2] = 16 opcodes. The

7 bit operandopcode #1''

opcode #15''

opcode #16''*
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opcode #4'
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Figure 2: Variable length opcode synthesis-pass one

algorithm for the variable length opcode synthesis comprises two
passes. In the first (right-to-left) pass the above described procedure
is applied on the whole table. Thus for each package i , the number
of additional distinction opcodes p[i] is calculated to allow the ac-
commodation of the previous i − 1 package’s n[i − 1] + p[i − 1]
opcodes in the region of the operand field. In case that the complete
opcode of package i− 1 cannot be placed in this region, the number
of distinction opcodes p[i] grows. Formally, the value of p[i] can be
determined via equation 1 for each package i in the table.

p[i + 1] = � n[i] + p[i]

2w[i+1]−w[i]
�, p[0] = 0 (1)

At the end of the first pass the total instruction-word length is fixed
by the number of instructions n[N ] in the package containing the
longest operand N , the number of distinction instructions p[N ] and
the operand length w[N ] as shown in equation 2.

W = �ld(n[N ] + p[N ]) + w[N ]� (2)

In the second (left-to-right) pass of the algorithm, the final op-
codes for the entire instruction-set are generated. Thus, starting with
group N , n[N ] + p[N ] opcodes are generated, out of which n[N ]
are used for the encoding the instructions with operand length w[N ]
themselves. The remaining p[N ] opcodes are passed to the right
neighbor package N − 1. Here, the cross-product of p[N ] distinc-
tion opcodes and the w[N ] − w[N − 1] operand distance bits is
built to generate all opcodes for this package. The propagation of
p[i] opcodes to package i − 1 and the following cross-product with
w[i] − w[i − 1] is done for the complete table. This procedure is
illustrated in figure 3 for our example instruction set table from the

Figure 3: Variable length opcode synthesis-pass two

beginning of this section. The presented algorithm guarantees an ide-
ally packed instruction-set since the opcodes are perfectly adapted
to their operand length. Each package successively propagates all
its not required opcode bits to be used for encoding instructions in
the next package. However redundancy can be unavoidable by an
adverse instruction-set, but is not introduced by this algorithm. E.g.
in the previous example 4 instructions without an operand are en-
coded in 2 of 7 available bits. The remaining 5 bits are not used as
illustrated in figure 2.

The described algorithm will be used as a subroutine for the auto-
matic encoding of entire instruction-sets based on hierarchical pro-
cessor models. The characteristics of such models are presented in
the following section.

5. HIERARCHICAL PROCESSOR MODELS
Many modern processor modelling languages make use of the

fact that instruction-sets more or less clearly can be partitioned into
groups, whose members show certain similarities in their binary en-
coding, operand lists, assembly syntax, or behavior. Such groups
may further be subdivided into subgroups containing members of
even higher mutual similarity. This can be exploited by factoring out
common elements of groups and subgroups, so as to achieve concise
hierarchical processor models. The resulting processor modelling
formalisms resemble context-free grammars with terminals and non-
terminals.

addr cond opcode opnds

control arithm move short long

add sub mul and or

instr

AND AND AND

OR OR

OR OR OR OR

Figure 4: Hierarchical processor modelling principle

Fig. 4 exemplifies this concept. An instruction may be composed
of addressing mode, condition, opcode, and operand fields. The op-
codes may be subdivided into control-related, arithmetic, and move
instructions, where arithmetic instructions are subdivided in turn at
the next lower hierarchy level. A partial description of the presented
hierarchy, realized in the processor modelling language LISA [9] is
presented in figure 5.

Each node in the hierarchical processor model corresponds to a
so called LISA operation. The GROUPs that are declared in the pro-
logue of an operation correspond to a list of alternative (OR) instruc-
tion parts, thereby introducing nonterminals. The CODING section of
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OPERATION instr
{

DECLARE {
GROUP opcode = {control || arithm || move };
GROUP opnds = {short || long };
GROUP cond={...}; GROUP addr={...};

}F
CODING { addr cond opcode opnds}

}
OPERATION arithm
{

DECLARE { GROUP type = {add || sub || mul || ... }};
CODING { 0b01 type }

}
OPERATION add { CODING { 0b101 } }
OPERATION sub { CODING { 0b100 } } ...

Figure 5: LISA Operation Example

an operation describes the composition (AND) of instructions from
terminal (i.e. partial binary opcodes) and nonterminal elements.

A LISA processor description typically contains about 50-300 op-
erations, of course this is very much dependent on the processor
complexity and the abstraction level of the description. However,
it becomes clear how complex the definition of the instruction-set
encoding in a hierarchical description can be. Beside keeping the
overview of the instruction encoding, the designer has to care about
ambiguity and consistency in the description after each refinement
step.

6. LOCAL OPERATION ENCODING
The automatic generation of the CODING sections and thus the

generation of the complete processor instruction-set, based on the
algorithm presented in 4 is focussed in this section. Considering the
LISA code example 5 it is noticeable that the CODING section of op-
eration instr contains no further information beside the spatial order-
ing of the groups. This is due to the fact that all GROUPs have been
declared in the prologue. The declaration is required for the usage
in other sections that contain information about the assembly syn-
tax, hardware behavior and the timing [9]. Unlike in these sections
all GROUPS must appear in the coding section since the alternative
operations have to be distinguishable by the processor’s instruction
decoder. To distinguish between these operations, non-ambiguous
terminal encoding has to be assigned. Therefore a GROUP is con-
sidered as a micro-instruction-set and can be automatically encoded
using the algorithm presented in section 4. The characteristic of the
subroutine to generate most compact encoding for instructions with
irregular operand field lengths exactly meets the requirements for
encoding operations in a GROUP.

Operations within a GROUP can contain differing operand lengths
that result from the architecture design (register-file size, immedi-
ate operands, etc.). Example 6 shows the definition of an operation
implementing a 16 bit operand. The assignment of 16 undefined
bits ”x” to a so called LABEL variable value permits referencing the
numeric value in other sections that contribute to the behavioral or
syntactical instruction description.

OPERATION operand_16bit
{

DECLARE { LABEL value }
CODING { value=0bx[16] }

}

Figure 6: LISA Immediate Operand Example

Example 7 shows the combination of operations nop and jmp with
a different operand length in a single GROUP instr.

OPERATION instruction_set
{

DECLARE { GROUP instr = {nop || jmp }; }
CODING { instr }

}
OPERATION jmp
{

DECLARE { GROUP operand = {operand_16bit}; }
CODING { 0b1 operand}

}
OPERATION nop { CODING { 0b0 0000 0000 0000 0000} }

Figure 7: LISA Heterogenous Operand Length Example

Group Encoding. Based on the predefined operand length in-
formation, the encoding algorithm can be applied on all declared
GROUPs of an operation. The complete description is processed re-
cursively starting with the GROUPs containing terminal operations
only. In the first step all GROUPs of the operation are encoded. This
is illustrated in figure 8 where the first considered GROUP comprises
three terminal operations, two of them contain an operand with 8
and 16 bit length, respectively. The encoding of these operations re-
sults in a 17 bit encoding of the GROUP. The resulting bit-width of
the GROUP(s) and additional operand fields are now accumulated and
assigned to the operation. In the example the 17 bit GROUP and an
additional 4 bit operand result in an 21 bit encoding. In the next it-
eration this bit-width is considered to encode the GROUP at the next
higher level in the hierarchy. In the example, one additional bit is as-
signed. This procedure is repeated until the root of the instruction-set
description is reached.

001 01

=17

=22

0 1

16 8

4Step 1

Step 2

width operand

code operation

width group

Figure 8: Local Group Encoding

An important fact that has to be considered is that a LISA op-
eration needs not necessarily to be assigned exclusively to a single
GROUP in the architecture model. Instead, it may be used in multiple
GROUPs. In this case, the LISA architecture model results in a graph
topology rather than a tree. This case requires a special handling
to avoid ambiguous encoding of operations. A preceding analysis
phase of these operations determines which operations can share the
same encoding and which have to be encoded exclusively.

A limitation of encoding GROUPs sequentially and locally is that
possible optimizations on a global level are not taken into account.
This becomes clear when considering the example presented in fig-
ure 9. The local encoding principle would result in an overall width
of 4 bits for the instruction-set. However, the 6 terminal operations
could be easily encoded in a 3 bit instruction-set as shown in figure
10.

The additionally required bit results from the redundancy that is
introduced by the local encoding of GROUPs with a non 2x aligned
number of operations. However the locally unused bits are not con-
sidered when encoding groups of a ”remote” operation as it would
be done in manual design with a global view. Even though the re-
sults presented in section 8 indicate that the outcome of the presented
approach is extremely close or sometimes even equal to that of a
manually optimised design, a non-optimal solution would hardly be
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accepted by a designer for the final version of an architecture. There-
fore an enhanced encoding technique is investigated in the following.

7. GLOBAL OPTIMIZATION
The previous chapter has exemplified that jointly encoding all ter-

minal operations can achieve a more dense coding than that result-
ing from the local encoding principle. However, when applying this
technique on real world processor models, several problems rang-
ing from exponential algorithmic complexity up to handling of spe-
cial cases, have to be solved. This section presents a heuristic so-
lution for applying global encoding optimizations even on complex
instruction-set descriptions.

The main task of the global encoding algorithm is to identify the
so called key-operations in the LISA architecture description that
unambiguously identify a single processor instruction. These key-
operations are then encoded with an opcode that is unique in the
global instruction-set. Therefore a key operation must be terminal
and moreover accessible via exactly one path, thereby unambigu-
ously identifying the non-terminal operations that belong to the in-
struction. For a simple instruction-set tree as shown in figure 10 all
terminal operations fulfill the requirement for a key-operation. Af-
ter identifying all key-operations in the whole architecture descrip-
tion, the operand lengths have to be determined by accumulating
all operand lengths of the associated non-terminal operations on the
path to the key-operation. Subsequently the set of key-operations
has to be encoded.

However, the determination of the key-operations is a very com-
plex task in real-world processor models. A processor instruction is
usually composed by multiple (non-terminal) GROUPs e.g. opcode,
condition, etc. (see figure 4) which have to be taken into account for
the global encoding. Exactly one of these GROUPs has to be selected
for the global encoding. The remaining GROUPs again form a sub-
tree or graph of operations that have to be encoded as well, but in the
scope of the embedding instruction. Thus the scheme has to be con-
tinued recursively until the complete tree/graph has been encoded.
The selection of the best GROUP is of major importance because de-
pending on which GROUP is selected a different overall instruction
word length can result as shown in figure 11. In order to find the
optimal solution, in the worst case all permutations of suitable com-
binations of GROUPs for the global key-operation group have to be
built, encoded and compared. Unfortunately this results in an expo-
nential complexity. A second major issue for the global encoding is
the fact that operations can and very often do occur multiple times in
the description as already explained in section 6. This case emerges

Global
Group Global Group

3 bit instruction-set 2 bit instruction-set

Figure 11: Alternative key instruction groups

when various processor instructions share the information contained
in a single operation. Figure 12 shows that in this case a terminal
operation does not unambiguously define its associated non-terminal
operations, which is a requirement for a key-operation. Obviously, it

010000 001

- -

101011 100 111110

-

0 1path ID

multi-instance
operation

Figure 12: Global Group Encoding

requires additional information to identify which operations belong
to a single processor instruction. Therefore all non-terminal opera-
tions above the shared operation have to be encoded additionally to
clearly identify the instruction.

Hybrid Encoding. The major drawback of the approach pre-
sented above is the exponential algorithmic complexity that results
from the recursively conducted permutations of the graph. Applying
this scheme to real-life processor models like ARM7100, MIPS32
4K etc. has shown that the algorithm in fact still finishes within a
time that might be considered acceptable (hours), but it can be im-
proved significantly by a simple enhancement. As stated in section 6
the local encoding algorithm guarantees optimal results for GROUPs
that comprise a 2x aligned number of operations. Furthermore its
complexity is only linear in the number of GROUPs in the processor
description.

Obviously a pre-encoding of GROUPs with the local encoding me-
thod can significantly reduce the computational effort for the global
encoding scheme. In this ”hybrid” approach the local encoding is re-
cursively applied to the GROUPs in the processor description just as
described in 6 until don’t care bits would have to be generated. The
respective operations in this GROUP are then candidates for the global
key-operation group as shown in figure 13. Due to the characteristics
of real-world architectures a huge percentage of groups can be per-
fectly pre-encoded in an architecture description. This results from
typical architecture properties with a 2x aligned number of registers,
flags etc. The presented approach is moreover suited to integrate
partially manually predefined or previously generated encodings in
the synthesis process. This ensures that further versions of a proces-
sor with an extended instruction-set are still binary compatible with
preceding versions. However, if the manually predefined encoding
is suboptimal, the generator might not be able to add further instruc-
tions without increasing the overall instruction word length. In this
case feedback is returned to the designer reporting the suboptimal
spots in the description.
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8. RESULTS
The applicability and the efficiency of the automatic instruction

encoding has been evaluated on the basis of various LISA models for
real-world processors. For this purpose the predefined encoding in-
formation has been removed from the processor models. These mod-
els were processed by the LISA language frontend, and instruction
encoding was subsequently generated by the encoding backend. The
investigated architecture models comprise the entire instruction-set
of the respective processors and are well verified against the vendors’
models via extensive simulation. The instruction-set encodings were
generated on average in less than one CPU second on an 800Mhz
Athlon PC, RedHat Linux v7.2. The table below presents the result-
ing instruction word length of five investigated architectures, ranging
from general purpose to highly application specific processors.

LISA Model Original Local Hybrid
ARM7100 32 33 32

ICore 20 19 19
PP32 32 32 30

MIPS32 32 32 31
PowerPC 32 33 32

Looking at the results for the well known ARM7100 it can be
seen that the local encoding algorithm (see section 6) is not able to
achieve the same compactness for the instruction-set as realized in
the original design. However, the global encoding principle utilized
in the hybrid encoding (section 7) is able to further optimize the
instruction-set bit-width to the original 32 bit. The structure of the
generated encoding is very similar to the original design.Almost the
same applies for the findings for the PowerPC model. The ICore
[18] is a typical representative of an highly specialized ASIP ar-
chitecture. It has been designed for acquisition and tracking tasks
within a DVB-T receiver. The original instruction-set distinguishes
the 60 instructions within an 6 bit opcode field. By the adaption of
the opcode field to the operand-length, as done in the local encod-
ing, one bit can be saved. However the distribution of opcode length
is rather fragmented which may result in a more complex decoder
implementation. The hybrid encoding yields the same bit-width but
only consisting of two different terminal opcode length (5 bit and
7 bit) and consequently allows a simple implementation. A further
ASIP under investigation is the Infineon Protocol Processor PP32
[17]. Using the hybrid encoding technique the overall instruction
word length can be reduced by two bits. The hybrid encoding of the
MIPS32 4k results in a two stage opcode of 4 and 10 bits length.
The overall bit-width for this architecture is 31 bit which is again
less than the original 32 bit design.

9. CONCLUSIONS
This paper has presented a technique for automatic instruction en-

coding in hierarchical processor models with application to ASIP ar-
chitecture exploration. First, a local encoding technique has been in-
troduced. Furthermore, a global optimization technique has been de-
veloped that allows further improving the compactness of the instruct-
ion-set by a computation-intensive pre-analysis of the instruction
hierarchy. In order to minimize the computational effort for com-
plex real-world architectures, finally a hybrid of both methods has
been presented. While not in any way limiting the applicability of
the technique to certain processor classes , it massively reduces the
problem size and hence the computational effort. The presented re-
sults clearly indicate that the realized hybrid encoding mechanism
is well suited even for the final implementation of the architecture.
However, the main benefit of this work is the increased designer ef-
ficiency in processor architecture exploration: Integrated in a pro-
cessor design environment, the technique eliminates the bottleneck
of tedious manual instruction encoding specification. Hence, the de-
signer can focus on relevant design decisions without having to deal
with architecture details not required in early exploration phases.
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